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ABSTRACT

Lung cancer remains the leading cause of cancer-related mortality worldwide,
with poor survival rates due to late-stage detection. Current low-dose
computed tomography screening faces barriers including high costs and
false-positive rates reaching 24%, while artificial intelligence offers
opportunities to enhance early detection through longitudinal clinical data
analysis. This study developed a Multi-Channel Convolutional Neural
Network (MCNN) for lung cancer risk prediction using Taiwan’s National
Health Insurance Research Database, encompassing 523,539 patients (2,809
lung cancer, 23,783 other cancer, and 496,947 non-cancer). The MCNN was
designed as a lightweight model processing nine channels of diagnostic codes,
medications, and medical orders over a three-year observation period.
Systematic feature selection reduced estimated feature storage requirements
by 99.8%, from approximately 1,184 GB for the full ICD feature space to
approximately 2.11 GB for the selected features, while retaining clinical
relevance. Model performance was assessed using stratified 10-fold cross-
validation against seven machine learning baselines, and interpretability was
examined through SHAP analysis. The MCNN achieved an Fi-score of 66.91%,
precision of 84.47%, and recall of 59.79%. Ablation studies confirmed multi-
modal integration benefits, with diagnostic codes providing primary
predictive power. SHAP analysis revealed distinct temporal patterns
validating the model’s ability to identify pre-diagnostic phases through
healthcare engagement patterns. Findings are based on internal validation
within a single national database, and key risk factors such as smoking
history are not captured in administrative claims data; future evaluation in
independent external cohorts is therefore warranted to confirm these
findings. The model’s high precision minimizes false-positive rates while its
computational efficiency and clinical interpretability support practical
implementation as a complementary claims-based screening support tool for
early cancer detection.
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INTRODUCTION

Lung cancer remains the most devastating malignancy worldwide and the
leading cause of cancer-related mortality. In 2022, approximately 2.5 million
new cases were diagnosed globally, resulting in 1.8 million deaths [1]. In
Taiwan, lung cancer accounts for approximately 15,000 new diagnoses and
over 9,000 deaths annually, making it a critical healthcare priority [2].
Despite advances in therapeutic interventions, the five-year survival rate
remains low due to late-stage detection, whereas early-stage identification
yields survival rates exceeding 80% before metastatic spread [3]. The
asymptomatic nature of early-stage disease means patients typically present
only after cancer has progressed to advanced stages. Low-dose computed
tomography (LDCT) has shown promise in reducing lung cancer mortality,
with the National Lung Screening Trial demonstrating approximately 20%
mortality reduction compared to chest radiography [4, 5]. However,
widespread LDCT implementation faces substantial barriers including high
costs, limited accessibility, and false-positive rates reaching 24%, which can
lead to unnecessary invasive procedures and significant patient distress [6].
Artificial intelligence has created unprecedented opportunities to
transform medical diagnostics and risk assessment. Machine learning
algorithms have demonstrated remarkable capabilities in analyzing complex
medical data patterns [7-10], and deep learning architectures, particularly
convolutional neural networks, have achieved breakthrough performance in
medical image analysis [11], with clinical-grade examples including diabetic
retinopathy screening, skin cancer detection, and pneumonia identification
from chest radiograephs [12]. Beyond imaging, Al has shown considerable
promise in analyzing electronic health records (EHRs) and administrative
healthcare databases [13, 14], which contain rich longitudinal information
including diagnostic histories, medication usage, and medical order data [15].
Integration of such multidimensional data through machine learning offers
the potential to identify subtle early warning signals preceding disease
manifestation [16, 17]. Taiwan’s National Health Insurance Research
Database (NHIRD) represents one of the world’s most extensive population-
based healthcare datasets, covering virtually the entire Taiwanese population
[18] and capturing detailed patient journeys across multiple healthcare
encounters, creating unique opportunities for population-scale research [19].
However, realizing the full potential of heterogeneous clinical data
requires analytical frameworks capable of simultaneously processing
multiple data modalities while preserving temporal relationships. Traditional
machine learning approaches often struggle with the complexity and
dimensionality of longitudinal clinical data when integrating diagnostic codes,
medication histories, and clinical procedure codes into unified predictive
models. This analytical challenge necessitates the development of novel deep



learning architectures specifically designed to handle multi-modal temporal
data and extract meaningful patterns from years of accumulated clinical
information.

The present study addresses these challenges by developing a novel
Multi-Channel Convolutional Neural Network (MCNN) architecture
specifically designed to integrate multidimensional clinical data for early lung
cancer risk prediction. While recurrent or attention-based architectures can
capture temporal dependencies, they involve greater computational
complexity and are less suited for large administrative healthcare datasets.
The proposed MCNN leverages three years of longitudinal NHIRD data
incorporating diagnostic codes, medication records, and medical orders, and
is designed to efficiently capture temporal patterns through structured
feature channels while supporting computational efficiency and model
interpretability. Because administrative claims data do not directly capture
key risk factors such as smoking history or occupational exposure, the model
is intended as a complementary claims-based screening support tool rather
than a replacement for clinical risk models that incorporate these variables.
We hypothesize that this multi-channel convolutional framework can achieve
competitive predictive performance while maintaining a substantially lower
computational footprint, advancing the accessibility and efficiency of lung
cancer screening programs.

MATERIALS AND METHODS

Study Population

This study used data {rom the NHIRD, a comprehensive population-based
healthcare claims database encompassing over 99% of Taiwan’s 23 million
residents [18]. The NHIRD contains longitudinal clinical information
including diagnostic, procedural, and prescription data from 1995 to present.
All data are de-identified and maintained by the Health and Welfare Data
Science Center of Taiwan’s Ministry of Health and Welfare [19]. This study
was approved by the Institutional Review Board of Taipei Medical University
(TMU-JIRB No.: N202005106); informed consent was waived as all NHIRD
data were fully de-identified prior to analysis. The study population was
derived from the NHIRD Clinical Declaration and In-Hospital Declaration,
consisting of one million files covering January 1, 1999 to December 31, 2013,
with a three-year retrospective observation window established for each
patient. Patients were classified into three cohorts based on their diagnostic
history.

The lung cancer cohort comprised patients with confirmed lung cancer
diagnoses identified through the International Classification of Diseases,
Ninth Revision (ICD-9) codes 162.xx, as Taiwan’s health insurance database
transitioned to ICD-10 only in 2016. Inclusion required at least one inpatient
hospitalization record with the corresponding ICD-9 code; outpatient-only



records were insufficient to ensure diagnostic specificity, as inpatient coding
is generally considered more reliable for cancer case identification in
administrative claims data. Prior validation against the Taiwan National
Cancer Registry reported a positive predictive value of 95% for lung cancer
diagnosis in NHIRD, supporting this ascertainment approach [20]. The other
cancer cohort included patients diagnosed with malignancies other than lung
cancer, serving as a control group to distinguish lung cancer-specific patterns
from general cancer-related healthcare engagement. The non-cancer cohort
consisted of patients without any cancer diagnoses, representing the general
population baseline. Inclusion criteria required continuous NHI enrollment
for at least three years prior to the index date, age = 18 years at the start of
the observation period, complete demographic information, and at least one
healthcare encounter per year during the observation window to ensure
adequate data density. Patients were excluded for incomplete insurance
coverage, inconsistent or contradictory diagnostic codes, or primary cancers
diagnosed or treated outside the NHI system.

The three-year observation window was anchored differently per cohort
to ensure comparable retrospective data capture. For lung cancer and other
cancer patients, the 36-month window was calculated retrospectively from
the date of first cancer-related hospitalization. For non-cancer patients, it
was calculated backward from the last hospitalization date, ensuring no
cancer diagnosis occurred throughout the observation period. The index
hospitalization was not included as model input; only clinical events within
the defined 36-month window prior to the index date were used for feature
construction. The final study population is demonstrated as Tablel, which
consisted of 523,539 patients, with 2,809 lung cancer patients, 23,783
patients with other cancers, and 496,947 non-cancer patients. Demographic
differences across cohorts were statistically significant (p < 0.0001 for both
gender and age). Lung cancer patients were predominantly male (61.02%)
with a mean age of 67.27 years (standard deviation 13.46); the other cancer
cohort was nearly balanced by gender with a mean age of 58.91 years
(standard deviation 16.12); and the non-cancer cohort was majorly females
(54.38%), with a mean age of 37.31 years (standard deviation 22.92).

Table 1. Demographic characteristics of NHIRD study cohorts
Cohort population (n = 523,539)

Variables — Other Non cancer P value
cancer cancer
Patient 2,809 23,783 496,947
number
o p
Gender, n (%) <0.0001
Male 1,714 11,961 226,689
(61.02) (50.29) (45.62)
Female 1,095 11,822 270,258
(38.98) (49.71) (54.38)
Age, mean (sd), 67.27 58.91(16.1 37.31 D

yr (13.46) 2) (22.92) <0.0001




We acknowledge that anchoring the non-cancer observation window to
the last hospitalization may introduce selection bias by excluding individuals
without hospitalization during the study period. However, this design was
necessary to ensure adequate longitudinal records and consistent temporal
alignment across cohorts, as individuals without healthcare encounters
would not generate sufficient signals for longitudinal analysis. This design
may slightly limit generalizability to extremely healthy individuals with
minimal healthcare utilization.

Data Preprocessing and Feature Selection

Clinical data extracted from NHIRD were systematically preprocessed to
transform heterogeneous healthcare records into structured inputs for deep
learning analysis. Initial cleaning addressed missing values, duplicate
records, and inconsistent formatting across the 15-year database span.
Diagnostic information was standardized using ICD-9 codes, medication data
using Anatomical Therapeutic Chemical (ATC) classification codes to ensure
consistent pharmaceutical categorization across brand names and
formulations [21], and medical order information using standardized
procedure codes as recorded in NHIRD. All clinical events within each
patient’s three-year observation window were chronologically ordered and
indexed relative to the study endpoint.

Given the large-scale nature of NHIRD, reducing computational
complexity was a primary design priority to enable deployment across diverse
clinical settings. Feature selection addressed the high dimensionality of
longitudinal clinical data, where thousands of diagnostic, medication, and
procedure codes could potentially be extracted. Extremely rare codes were
excluded prior statistical ranking to reduce sparsity and improve model
stability. The Log-Likelihood Ratio (LLR) method was selected as the primary
feature ranking criterion due to its effectiveness in identifying features with
differential occurrence patterns between lung cancer patients and control
groups [22, 23]. For each potential feature 7, the LLR was computed as:

LLR(f) = 2 X [N(f n LC)|OQ%+ N(f n —'LC)IOg% (1)

where [J[] denotes lung cancer patients, N(f n LC) the number of lung cancer
cases containing feature £ and N(f n —=LC) its occurrence in non-cancer
patients. The conditional probabilities p(f[LC) and p(f|—=LC) were estimated

using maximum likelihood estimation, and p(f) represented overall feature
prevalence across the study population. Feature selection was conducted
independently for each data modality, with the top 10 features per modality
selected by LLR score, yielding 30 primary predictors. This count balanced
predictive  performance, computational efficiency, and clinical
interpretability: retaining the full feature space would substantially increase
model dimensionality and computational burden, while equal selection across



modalities prevented dominance from any single data source and facilitated
modality-level interpretability in subsequent SHAP analysis. Selected
diagnostic features included respiratory-related conditions, oncological
diagnoses, and comorbidities associated with lung cancer; medication
features encompassed therapeutic classes for respiratory conditions, cancer
treatments, and supportive care; and medical order features included tissue
biopsy, antigen detection, and tumor excision procedures reflecting early
diagnostic workup. Each selected feature was mapped across 36 monthly
intervals to create feature matrices capturing both the presence and
temporal evolution of clinical events [24], enabling identification of
progressive patterns such as increasing respiratory diagnoses or escalating
medication usage that may indicate developing pathological processes. The
resulting preprocessed dataset consisted of structured feature matrices per
patient, optimized for convolutional neural network processing while
preserving the temporal and clinical information essential for lung cancer
risk prediction.

Multi-Channel Convolutional Neural Network Architecture

The proposed MCNN adopts a unified multi-channel framework that
simultaneously processes diagnostic, medication, end medical order data
streams while preserving their temporal structure and modality-specific
information. The overall architecture was partly inspired by prior studies that
applied convolutional neural networks to longitudinal electronic medical
record data by transforming sequential healthcare events into image-like
matrices, allowing convolutional filters to capture temporal patterns across
time [25, 26]. In this study, o relatively compact architecture of two
convolutional layers with pooling operations was adopted to balance
predictive performance, computational efficiency, and model interpretability
when applied to large-scale administrative healthcare databases.

The architecture simultaneously processes nine distinct channels
representing the top 10 features for each data modality across three outcome
classes: (1) ICD diagnostic codes for lung cancer, other cancer, and non-
cancer patients; (2) ATC medication codes for the same three categories; and
(3) medical order codes for each patient group. The input tensor has
dimensions of (batch, 9, 10, 36), where 9 represents the feature channels, 10
the top-ranked features within each channel, and 36 the monthly intervals
across the three-year observation period. The first convolutional layer (Conv1l)
processes the 9-channel input with 32 output channels using 3x3 kernels,
followed by ReLU activation and 2x2 max-pooling. The second convolutional
layer (Conv2) expands to 64 channels with the same kernel configuration,
again followed by ReLU activation and 2x2 max-pooling. This hierarchical
extraction captures progressively complex temporal patterns, from local
month-to-month variations to broader disease progression patterns [27]. The
resulting feature maps (64, 2, 9) are flattened into a 1,152-dimensional vector
for dense layer processing.



The flattened vector encapsulates cross-modal relationships across all
nine input channels, enabling fully connected layers to discover interactions
between clinical data types and temporal patterns. Dropout layers are placed
after convolutional and fully connected layers to reduce overfitting, and batch
normalization is applied to stabilize training dynamics. The final classification
layer employs softmax activation to produce probability distributions across
the three outcome classes, enabling the model to distinguish lung cancer
cases from both other cancer and non-cancer patients for clinically relevant
risk stratification. The complete architecture is illustrated in Figure 1. MCNN
was implemented in Python 3.11.5 using PyTorch 2.8.0+cul28 with a fixed
random seed of 42. All experiments were conducted on an NVIDIA RTX 3090
GPU (24 GB).
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Figure 1. Proposed Multi-Channel CNN Architecture
Systemic Early 1.ung Cancer Detection Analysis

Model training and validation employed a stratified 10-fold cross-validation
approach to ensure robust performance estimation while maintaining
proportional representation of all three patient cohorts across training and
testing sets. Hyperparameter optimization was conducted using grid search
targeting maximization of the Fj;-score. Key hyperparameters included
learning rate, batch size, number of convolutional filters, dropout rate, and
training epochs. Model training used the Adam optimizer with a learning rate
of le-4 and a batch size of 32, with cross-entropy loss as the optimization
objective. Training ran for up to 20 epochs with early stopping based on the
macro Fi-score on the validation set with a patience of three epochs. The
tuning process was performed prior to the final cross-validation evaluation to
identify stable hyperparameter configurations rather than to optimize
performance for any specific fold. No explicit resampling strategy was
applied during training, as techniques such as SMOTE may disrupt the
natural temporal structure of patient records and introduce artificial



healthcare utilization patterns, which would compromise the clinical
plausibility of the modeled histories.

Performance evaluation used multiple complementary metrics. Precision
measured the proportion of correctly identified lung cancer cases among all
positive predictions. Recall quantified sensitivity in detecting actual lung
cancer cases. The Fj-score served as the primary indicator balancing
precision and recall, particularly important given the imbalanced dataset.
Area under the receiver operating characteristic curve (AUROC) and AUPRC
assessed discriminative ability across classification thresholds, with AUPRC
especially relevant for imbalanced datasets. Baseline methods included Naive
Bayes, Decision Tree, Random Forest, Light Gradient Boosting Machine
(LightGBM), DeepFFM, and RETAIN, representing probabilistic, tree-based,
ensemble, and specialized deep learning architectures [28, 29]. All baseline
models underwent identical preprocessing and feature selection protocols,
with hyperparameter tuning using the same grid search methodology.
Statistical significance of performance differences between MCNN and
baseline models was evaluated using the Wilcoxon signed-rank test across
cross-validation folds.

Model Interpretability Analysis

SHAP (SHapley Additive exPlanations) analysis was implemented for post-
hoc model explanation, quantifying each feature’s contribution to individual
predictions by computing its marginal contribution across all possible feature
combinations [30]. SHAP is particularly well-suited for healthcare
applications where model transparerncy is essential for clinical acceptance
[31]. Analysis was conducted on trained MCNN models following cross-
validation, using the Python SHAP library optimized for deep neural networks.
SHAP values were computed across all nine input channels, generating
individual feature importance matrices (9 channels x 10 features x 36 time
periods) to visuaiize how clinical events and their temporal patterns
influenced classification decisions. Representative cases from each cohort
were selected based on clear diagnostic outcomes and comprehensive clinical
data throughout the observation window. SHAP visualizations present
temporal heatmaps where positive contributions (red) indicate features
increasing lung cancer classification probability and negative contributions
(blue) indicate features decreasing it, with color intensity reflecting
contribution magnitude.

RESULT AND DISCUSSION

Results

The comprehensive evaluation demonstrated superior MCNN performance
across multiple metrics as illustrated in Table 2. Model performance metrics
are reported with mean * standard deviation with 95% confidence intervals



across the cross-validation folds. The MCNN achieved the highest F-score of
0.6691, precision of 0.8447, and recall of 0.5979. These results represent a
substantial improvement over traditional machine learning approaches and
competitive performance against the strongest deep learning baseline,
reflecting the model’s balanced ability to identify true positive lung cancer
cases while maintaining high precision in predictions.

Table 2. Performance Comparison of Lung Cancer Detection Models

Method Precision Recall F;-score AUROC AUPRC
Naive 0.4307;_"*0.0007 0.7438&0.0075 0.3124;_"*0.0018 0.7612+0.0040™ 0.6957;_"*0.0038
Bayes  (4302-04312) (0.7384-0.7491) (0.3111-0.3136) (07283076400, 6977.0.6982)

Random 0.8182+0.0235 0.5110+0.0063" °°73520.0083 4 q436.0.0049 0-6421£0.0054
Forest  (0.8014-0.8350)  (0.5065-0.5155) o ococ o cog,  (0.9001-0.9072) (0 cono o oo

Decision 0.6017;{0.0082 0.5589+0.0082"* 0.5777;{0.0075 0.7706+0.0058" O.5573;L;0.0059
Wrze (0.5958-0.6076)  (0-5930-0-5648) 5093 05831y  (0-76650.7747) 4 5531.0.5615)
Light 0.8201$0.0141 0.5621+0.0108" 0.6405*1*0.0124 0.9331+0.0036 0.6756;_"*0.0081
GBM () g101-0.8302) (0-59430.5698)  ( 5316.06494) (0-9305-0.9356) se9406810)

DeepFF  0.3156+0.000" 0.3333+0.000" 0.3242+0.000 0.5000+0.000% °-6667£0.0000

M (0.3156-0.3156)  (0.3333-0.3333)  (0.3242:0.3242)  (van-nan) TG
RETAIN 0.8138;{0.0151 0.5930+0.0136 0.6606+0.0167 “.3437i0.0020 0.7013%0.0106
(0.8029-0.8246)  (0-5833-0.6027)  (0.6487-0.6725) ¢ 9422 0.9451)  (0.6933-0.7085)
0.8447+0.027 0.6091+06.021 0.7069=+0.007
MCNN 4 0.5979+0.0272 4 0.9364+0.0031 8
(0.8278- (0.5775-0.6165) (0.6553- (0.9321-0.9365) (0.7041-
0.8670) 0.6859) 0.7153)

—
Note: ** indicates p < 0.01; * indicates p < 0.05.

Among baselines, Naive Bayes achieved the highest recall of 0.7438 but
poor precision of 0.4307, yielding a low Fi-score of 0.3124. Random Forest
showed more balainced performance with a precision of 0.8182 and recall of
0.5110, yielding an F;-score of 0.5735. Decision Tree achieved an Fi-score of
0.5777, while LightGBM showed competitive results with an Fi-score of
0.6405, precision of 0.8201, and recall of 0.5621. DeepFFM performed poorly
with an Fj-score of 0.3242, precision of 0.3156, and recall of 0.3333,
suggesting its factorization machine approach is ill-suited for this clinical
prediction task. RETAIN demonstrated the strongest baseline performance
with an Fi-score of 0.6606, precision of 0.8138, and recall of 0.5930,
validating the importance of temporal modeling in healthcare prediction.

Figure 2 illustrates AUROC comparisons across all models. RETAIN
achieved the highest AUROC of 0.9437, marginally outperforming MCNN'’s
AUROC of 0.9364, followed by LightGBM (0.9331) and Random Forest
(0.9036). DeepFFM’s AUROC of 0.5000 was equivalent to random
classification. Figure 3 presents AUPRC results, where MCNN achieved the
highest AUPRC of 0.7069, followed by RETAIN (0.7013). Notably, Naive
Bayes achieved a relatively high AUPRC (0.6957) despite its low Fi-score,
underscoring the importance of considering multiple evaluation metrics.




While RETAIN’s marginally high AUROC reflects the strength of its reverse-
time attention mechanism in capturing sequential dependencies, the MCNN
provides practical advantages for large-scale healthcare data analysis
through fewer parameters, lower computational overhead, and a multi-
channel design that enables simultaneous modeling of heterogeneous clinical
modalities.
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The ablation study confirmed that ICD omission caused the most
substantial performance degradation, with the Fi-score dropping to 0.3388,
confirming diagnostic codes as the critical modality. Medical order omission
showed moderate impact with an Fi-score of 0.5827, while medication
omission had the least effect at 0.6314, demonstrating the complementary
contribution of each modality. The relative importance hierarchy aligns with
clinical intuition: diagnostic history represents the most fundamental
component of medical risk assessment, while procedural and pharmaceutical
data provide meaningful supplementary signals that collectively enhance

predictive performance.
Table 3. Performance impact of individual data modality omission

Precision Recall Fi-score AUROC AUPRC
0.8447+£0.0 0.5979+0.0 0.6691+0.0 0.9364+0.0 0.7069x0.0
MCNN 274 272 214 031 078
(0.8278- (0.5775- (0.6553- (0.9321- (0.7041-
0.8670) 0.6165) 0.6859) 0.9365) 0.7153)
0.5138+0.0 0.3410+0.0 0.3388+0.0 0.8932+0.0 0.5636=*+0.0
ICD omission 873 048 087 050 541
(0.4514- (0.3376- (0.3326- (0.8896- (0.5245-
0.5762) 0.3444) 0.3451) 0.8968) 0.6019)
0.8490+x0.0 0.5503+x0.0 0.6314+0.0 0.9097+0.0 0.6668+0.0
Medication 139 131 134 044 068
omission (0.8391- (0.5408- (0.6218- (0.9066- (0.6618-
0.8589) 0.5597) 0.6410) 0.9128) 0.6716)
0.8363+0.0 0.5038+0.0 0.5827+0.0 0.8950+0.0 0.6075%+0.0
Medical order 232 134 141 028 075
omission (0.8197- (0.4942- (0.5725- (0.8930- (0.6022-
0.8528) 1 0.5134) 0.5928) 0.8970) 0.6128)

To assess temporal generalizability, a calendar-time holdout evaluation
was conducted, training on NHIRD data from 1999 to 2012 and evaluating on
an independent 2013 cohort without retraining or recalibration, using a
separate 100,000-file NHIRD pool. The model maintained stable recall of
0.536 while precision showed a moderate decrease to 0.581, yielding an Fi-
score of 0.549. The performance reduction is consistent with the combined
effect of a smaller sampling pool, reduced rare-event case counts, and
temporal distribution shift between training and validation periods.
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Figure 4. SHAP analysis of temporal feature contributions for lung cancer
prediction
Red indicates positive contributions toward lung cancer classification; blue indicates negative
contributions.

SHAP analysis was applied to representative cases across all three
cohorts, with results for thie lung cancer case presented in Figure 4 and
corresponding patterns for other cancer and non-cancer cases illustrated in
Supplementary Figures 1 and 2. For the lung cancer case, the ICD channel
shows predominantly negative contributions (blue coloring) throughout most
of the observation period, indicating that the absence of definitive diagnoses
during the pre-diagnostic phase provides discriminative information. The
examination channel shows strong positive signals (red coloring) early in the
observation window, corresponding to cancer-specific procedures preceding
formal diagnosis coding. The other cancer case from Supplementary Figure
1 displays more distributed positive contributions across multiple channels,
reflecting diverse diagnostic and therapeutic pathways associated with
various malignancies. The non-cancer case of Supplementary Figure 2 shows
predominant positive contributions from routine healthcare and preventive
care codes, validating the model’s ability to distinguish normal from
pathological engagement patterns. Medication channels across all cases
show more concentrated therapeutic interventions in cancer cases compared
to distributed routine patterns in non-cancer patients.

The clinical relevance of identified features is presented in Table 4. For
the lung cancer cohort, the highest-ranked diagnostic code was malignant



neoplasm of lower lobe bronchus with ICD code 162.5, the most predictive
medication was PHYXOL injection, and the top medical order was bronchial
biopsy with impression. The other cancer cohort showed distinct patterns
with breast cancer diagnoses, cancer-specific medications like CASODEX
tablets, and tumor-specific biopsy procedures. The non-cancer cohort was
characterized by routine examinations, general medications, and standard
diagnostic procedures. The discriminative patterns observed across cohorts
are consistent with established clinical pathways, with lung cancer-specific
features reflecting diagnostic workup and treatment procedures, while non-
cancer features predominantly reflect routine preventive care and general
health maintenance. Complete feature rankings are provided in
Supplementary Table 1.
Table 4. Top-ranked clinical features for lung cancer detection by patient
cohort

Lung cancer cohort

Rank ICD Diagnostic Medication Medication Medical Medical order
code description code description order code description
Malignant neoplasm A0444662E PHYX . .
OL INJECTION . Bronchial biopsy
1 162.5 , SFlower lobe, 2 6MG/ML "SINPHAR" | 12020B i impression
Complications 09; : Teue
; B02088122 ETOPOSIDE-TEVA polypeptide
2 B3 gastric band 1 20MG/ML 27082B  pecific antigen
p (TPS)
Infectious colitis, A04787222 G s Tniection 38 Percut}?neogs
3 009.0 enteritis and e RINnection 29030A transthoracic
gastroenteritis 3 mg/ml lung tissue
/7 puncture
Other cancer cohort
Cancer (Carcinoma)
of breast, female; R0O1255410 ANDROCUR ENT (Ear, Nose,
1 174.9 Malignant neoplasm 0 TABLETS 54042C Throat) biopsy
of female breast I
Breast tumor
2 155.0 Hepatoma B02230310 CASODSEg(MTéBLETS 63010C tissue biopsy
examination
Alloy module
3 154.1 Cancer of rectum AO438981 0 UFUR CAPSULE 37013B design and
fabrication
Non-cancer cohort
m(il(i)g;neexgzﬁﬁg?ilon Billing code for daily Level IV surgical
1 V70.0 at a health care M13 dosage (under 6 years 25004C pathology,
facility old) - legacy code complex
Routine postpartum | A02865650 SUPS/(?S%E(I;IRIES Ol e -
2 V22.1 Tl 0 12 5MG 33072B ng:,ﬁﬁg:;m
(DICLOFENAC)
Essential A04016415 ANTI-PHEN SYRUP ..
3 401.9 hypertension 1 24MG/ML"CENTER" 09015C Serum creatinine

Most predictive clinical features for patient classification by cohort. Shows top 3 features per data
modality (diagnostic codes, medications, medical orders) ranked by discriminative strength. Complete
feature rankings with discriminative weights are provided in Supplementary Table 1.



Discussion

The MCNN achieved a superior Fi-score of 66.91% with exceptional precision
of 84.47%, demonstrating the potential of longitudinal clinical data analysis
for oncological risk assessment. The poor performance of DeepFFM, with an
Fi-score of only 32.42%, suggests that general-purpose deep learning
architectures are ill-suited for clinical prediction tasks requiring temporal
and multi-modal integration [28], while RETAIN’s competitive performance
(Fi-score of 66.06%) validates the importance of temporal modeling in
healthcare prediction [29]. These results are particularly noteworthy in the
context of lung cancer screening, where the balance between sensitivity and
specificity directly impacts patient outcomes and resource use. While
RETAIN’s marginally higher AUROC (0.9437 vs. 0.9364) reflects the strength
of its reverse-time attention mechanism, the MCNN’s fewer parameters,
lower computational overhead, and multi-channel design offer practical
advantages for large-scale administrative database deployment.

The ablation findings confirm the multi-modal framework’s value with
diagnostic codes omission causing the most severe performance drop, with
the Fi-score falling to 33.88%, followed by medical order omission at 58.27%
and medication omission at 63.14%. Building on these findings, the SHAP
analysis revealed that the predominantly negative ICD channels
contributions for lung cancer cases reflect the model’s ability to identify pre-
diagnostic phases where patients undergo cancer-related procedures before
receiving definitive diagnoses in administrative coding. The examination
channel patterns, with strong positive signals corresponding to cancer-
specific procedures preceding formal diagnosis coding, demonstrate the
model’s capacity to identify patients during critical pre-diagnostic evaluation
phases when intervention potential is highest.

An interesting observation from the SHAP analysis was that earlier
periods in the observation window sometimes exhibited limited disease-
specific diagnostic activity among patients who were later diagnosed with
lung cancer. This phenomenon can be interpreted as a form of “clinical
silence” during the pre-diagnostic phase. Lung cancer often develops
gradually, with subtle or non-specific symptoms that may not immediately
lead to a definitive diagnosis, while explicit diagnostic signals remain absent.
Within a longitudinal modeling framework, the absence of strong diagnostic
signals in earlier months becomes informative when contrasted with the
emergence of respiratory-related examinations or procedures closer to the
diagnosis date, capturing the temporal evolution of healthcare utilization
patterns preceding diagnosis. The SHAP patterns reflect the model’s learned
decision boundaries applied to representative individual cases, where each
patient’s full longitudinal profile serves as input, and were selected to
illustrate trajectories consistent with those commonly observed within each
cohort. Some predictors may also reflect indirect healthcare utilization
patterns or diagnostic processes prior to cancer detection rather than direct
causal risk factors, as recorded diagnostic codes in administrative claims data



may function as proxies for broader clinical workups leading to a final
diagnosis.

The identification of ICD code 162.5 as the most discriminative
diagnostic feature aligns with established epidemiological patterns [32], the
prominence of etoposide-based agents among top pharmaceutical features
directly reflects the lung cancer therapeutic landscape [33], and the
emergence of bronchial biopsy procedures as the most discriminative medical
orders aligns with established clinical diagnostic pathways [34]. Regarding
the computational efficiency, systematic feature reduction estimated storage
requirements at approximately 1,184 GB for the full ICD feature space
(523,539 patients x 36 months x 16,870 ICD codes x 4 bytes x 1
table/patient), reduced to approximately 2.11 GB for the feature-reduced
approach (523,539 patients x 36 months X 10 ICD codes X 4 bytes X 3
tables/patient), representing a 99.8% reduction that illustrates the scalability
advantage of the proposed dimensionality reduction strategy [35].

Current LDCT screening faces substantial barriers including high costs,
limited accessibility, and false positive rates up to 24% [6]. The proposed
MCNN offers a complementary strategy to enhance screening efficiency by
identifying high-risk individuals for imaging studies [36]. In a practical
deployment scenario, routinely collected structured healthcare data could be
extracted automatically from the EHR systems over a predefined
retrospective period, and the model could generate patient-level risk scores
presented to clinicians as a non-interruptive decision-support signal, such as
dashboard flags in primary care or outpatient settings, intended to support
rather than replace physician judgment. Operating thresholds could be
calibrated according to population prevalence and institutional screening
capacity, enabling the model to function as a population-level risk
stratification tool. Nevertheless, prospective implementation studies are
needed to determine appropriate alert thresholds and evaluate real-world
impact. Future evaluations should also assess model calibration and clinical
utility using calibration curves, Brier scores, and decision curve analysis.

Beyond methodological considerations, it is important to situate the
proposed model relative to established lung cancer risk tools. Models such as
PLCOmM2012 [37] and LCRAT [38] incorporate individual-level smoking
history, pack-years, and other behavioral variables that are not available in
administrative claims databases, making direct numerical comparison with
the proposed MCNN methodologically inappropriate given their
fundamentally different input spaces. The MCNN is therefore not intended as
a replacement for these risk factor-based tools but rather as a complementary
claims-based screening instrument, leveraging routinely collected structured
healthcare data to identify high-risk individuals from the broader healthcare-
utilizing population for further evaluation. Validation in independent cohorts
and integration with risk factor data remain important directions for future
work.



Limitations

However, several limitations of this study should be acknowledged. First,
reliance on NHIRD data from 2013 may not fully reflect more recent advances
in lung cancer diagnosis and treatment [39]. Second, administrative claims
data do not capture important lifestyle and environmental risk factors,
including smoking history and occupational exposures, which limits the
model’s ability to incorporate established risk predictors [40]. Third, lung
cancer cases were identified using administrative diagnostic codes. Because
registry or pathology linkage was not available in the current dataset, some
degree of misclassification cannot be completely excluded. Fourth, the
geographic specificity of our study population raises questions about
generalizability to populations with different demographic characteristics
and healthcare systems [41]. While a calendar-time holdout evaluation using
an independent 2013 NHIRD pool demonstrated temporal generalizability
within the same healthcare system, this does not constitute validation in an
independent external cohort, and future studies in geographically diverse
populations remain essential. Additionally, detailed characteristics of
patients excluded due to insufficient healthcare encounters were not
available for comparison, which limits our ability to fully characterize the
representativeness of the study sample. Future validation studies using more
recent and internationally diverse dataseis wiil be important for assessing
broader applicability. Moreover, the mode! is designed to identify high-risk
individuals within healthcare-utilizinng populations rather than asymptomatic
individuals without healthcare interactions.

CONCLUSION

This study demonsirates the potential of integrating longitudinal clinical data
with artificial intelligence for early lung cancer risk prediction. The proposed
MCNN achieved strong predictive performance, with an Fi-score of 66.91%
and precision of 84.47%, highlighting the feasibility of Al-driven oncological
risk assessment using administrative healthcare data. By leveraging three
years of diagnostic codes, medication records, and medical order information,
the multi-modal framework was able to identify high-risk patients during the
critical pre-diagnostic phase when early intervention remains possible.
Ablation analyses further demonstrated the complementary contributions
of multiple data modalities, with diagnostic information serving as the
primary predictive signal while medication and medical order data provided
additional context that improved risk assessment. The SHAP-based
interpretability analysis showed that the model captures temporal healthcare
utilization patterns consistent with known clinical pathways preceding lung
cancer diagnosis, supporting the clinical plausibility of the proposed
framework. In addition, systematic feature selection substantially improved



computational efficiency, reducing memory requirements by 99.8% while
maintaining predictive performance.

The present findings should be interpreted as exploratory, as the model
was developed and validated within a single national healthcare database
without geographic external validation and without access to key risk factors
such as smoking history. Overall, the MCNN framework provides a practical
approach for leveraging routinely collected healthcare data to support risk
stratification in lung cancer screening programs. Rather than replacing
existing screening strategies, such models may serve as complementary tools
to help identify individuals who would benefit most from further diagnostic
evaluation. Future research should focus on external validation using diverse
healthcare systems, integration of additional risk factors such as lifestyle and
environmental exposures, and the development of explainable Al techniques
specifically designed for clinical applications [42]. These efforts will be
essential for translating Al-based risk prediction models into scalable and
clinically useful decision-support tools.
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